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Introduction to the cour se


The science of statistics is about solving problems, in a very wide range of areas, 
by analysing data. Whether one’s interest is in medicine, engineering, the social 
sciences, astronomy or almost any other subject, there will always be important 
practical questions that can only be approached by the collection of suitable data 
and the analysis of those data by statistical methods. The emphasis of this course 
will, therefore, be on looking at real datasets that were collected as part of 
someone’s research, and on developing and understanding statistical tools that will 
then be applied to answer the question(s) that the researcher set out to address. 

The particular statistical tools discussed in this course are all connected with 
linear statistical models. As you will see in the introduction to this unit, and as 
you work through the whole of the course, a wide range of models come under the 
banner of ‘linear statistical models’, including many that look distinctly 
non-linear. 

The theory of statistical methods is a mathematical subject that will not be to 
the fore in this course, although you should gain an awareness that the 
methodology that is covered is not ad hoc but is firmly underpinned by theoretical 
understanding. The implementation of statistical methods, i.e. the detailed way in 
which a method produces its answers, could also be approached in a rather 
mathematical way, but it will not be here. Modern advances in computer 
technology mean that the computer can perform any long and tedious 
manipulations, and hence take the implementational strain off our hands; you 
will, therefore, be using ready-made statistical software — GenStat, introduced in 
Unit 2 — to analyse data and hence help to answer the questions of interest. 
What you will be asked to do in this course is to understand the methods (but 
not necessarily in every detail), decide which method(s) are appropriate to answer 
a given question, apply the methods, and interpret the answers that you get. The 
authors hope that your first course in statistics also had the orientation described This is certainly true of M248 
above, although you will not be greatly disadvantaged if it did not. Analysing data. 

Study guide


You should schedule nine study sessions for this unit. This includes time for

working through the TMA question associated with this unit.


The sections are of varying length — Section 1.4 will probably require the most

study, whereas Sections 1.9 and 1.10 are particularly short.


Most sections in this unit depend on ideas and results from the preceding

sections, so we recommend that you study the sections in sequential order.


One possible study pattern is as follows.


Study session 1: Introduction.

Study session 2: Section 1.1.

Study session 3: Section 1.2.

Study session 4: Section 1.3.

Study session 5: Section 1.4.

Study session 6: Sections 1.5 and 1.6.

Study session 7: Sections 1.7 and 1.8.

Study session 8: Sections 1.9 and 1.10.

Study session 9: TMA question on Unit 1.
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Introduction 

All of the exercises in this unit can be done without the help of a computer but 
some do involve calculations. This means you need a pen, paper and a calculator. 
If you already have access to a statistical software package with which you are 
familiar, you are welcome to use this to carry out the exercises (in which case you 
might also like to reproduce the figures and summary statistics given in some 
exercises). This is why the datasets in this unit are given, in ASCII form, on the 
data disk. However, you are discouraged from trying to use GenStat at this stage. 
You will learn how to perform most of these tasks in GenStat as part of the 
introduction to that software package in Unit 2. 

Introduction


This unit serves a dual purpose. One goal is to provide a general introduction to 
linear statistical models and the diversity of situations in which they can apply. 
The other purpose is to remind you of some of the more basic statistical methods 
and ideas that form a solid grounding on which to build further work. 

This introduction demonstrates the breadth of situations to which linear 
statistical models apply. Section 1.1 shows how linear statistical models can be 
used to explore a particular dataset. 

Most of the remaining sections, Section 1.2 to Section 1.9, will be devoted to a 
review of basic statistical methods. The review will be fairly brief and speedy; 
most of the concepts and techniques are covered in greater depth in M248 
Analysing data. The topics in this unit include: histograms, probability plots and 
transformations; the normal, t, χ2 , F , Bernoulli, binomial and Poisson 
distributions; confidence intervals and hypothesis testing in general, including 
t-testing in particular; maximum likelihood estimation; the central limit theorem 
and normal-based confidence intervals; and quantitative and categorical variables. 
The relative emphases placed on each topic in this unit reflect the relevance of 
each in the whole course. Finally, Section 1.10 will provide an outline for the rest 
of the course. 

What is missing from this unit is any review of methodology for linear regression. Linear regression was 
This topic is the one that is most central to the current course, in the sense that introduced in M248, Block D. 

one could think of the entire course as consisting of extensions to it! Its 
importance therefore warrants a separate review unit, Unit 3. 

Also missing from this unit is any specific use of a statistical software package. 
The software used in this course, GenStat, will be introduced in Unit 2. In  
particular, the implementation in GenStat of many of the topics discussed in this 
unit will be covered in Unit 2. 

Introduction to linear statistical models 
Data of interest in this course will involve at least two measurements on each of a 
number of individuals. Note that ‘individuals’ sometimes means individual people 
but could also mean individual animals or blocks of wood or stars or even groups 
of people, depending on the particular context. One of these measurements will 
be treated as a response variable; the questions that will be answered will concern 
how the response variable depends on the other variables, the explanatory 
variables, that have been measured. Examples might include: analysing the 
effects of different concentrations of glue (the explanatory variable is the 
concentration) on the strength of plywood (the response variable); or predicting 
the votes that the Conservatives might receive (the response variable) in each 
constituency in the next general election based on the votes they received in the 
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Unit 1 Introduction and review of statistical concepts 

constituency at the previous election and on other factors such as whether the 
constituency is rural or urban and whether or not the same candidate is standing 
(these are several explanatory variables); or analysing the effects of several drug 
treatments on alleviating the symptoms of asthma (measured in some appropriate 
way to give a response variable), taking into account other factors such as age, sex 
and weather conditions (the treatments together with the other factors are all 
explanatory variables). 

The questions asked are of two fundamental types. It may be that a better 
understanding of the effects of the explanatory variables on the response variable 
is required. Alternatively, it may simply be desired to use the relationship to 
predict responses for future individuals from values of their explanatory variables. 
The first of these question types makes some attempt to mimic the mechanism by 
which explanatory variables influence the response variable; the second is less 
concerned with the meaning of the model, and concentrates instead on the 
usefulness of the results. 

The kind of statistical modelling approach that will be taken to such problems is 
to develop a simplified model for the relationship between the response and the 
explanatory variables based on the data. This is an empirical approach to model 
building, which is distinct from using context-driven theoretical models such as 
might arise from, for example, physical or biological or economic theory. 
(However, methods of model fitting are common to both modelling situations.) If 
you find yourself in a situation where well-understood models are available, and if 
it can be shown that such a model fits well to the data, then there is no need for 
the empirical approach. But, in most subject areas, all too rarely is this the case, 
and then empirical models are very useful. 

You should already have met a first example of linear statistical modelling, 
namely the basic linear regression model. In that model, often called simple linear 
regression, a single response variable, assumed to be normally distributed, is 
related to a single, often continuous, explanatory variable by a straight line that 
models the mean value of the response variable for each value of the explanatory 
variable. So, if the data exhibit an overall trend in the response/explanatory 
relationship, the line reflects that trend. This may be an increasing dependence of 
the response variable on the explanatory variable, or a decreasing one; and if 
there is no trend, the line will be horizontal. The essentials of simple linear 
regression are reviewed in Unit 3. 

Linear regression can be extended in many practically important ways. There 
may be many explanatory variables rather than just one. The asthma drug trial 
scenario mentioned above provides an example: the drug type, patient’s age, 
patient’s sex and weather conditions could all be explanatory variables. Also, the 
explanatory variables may be of different types. Age is essentially a continuous 
variable. Sex, on the other hand, is a binary variable, i.e. it takes just two values, 
perhaps coded 0 for male and 1 for female. How ‘weather conditions’ is measured 
has not been specified: perhaps the researchers would use several weather-related 
measurements like temperature, humidity and rainfall together with pollen count 
and some measure of pollution. What if the pollution measure were only defined 
on a three-point scale: high pollution, medium pollution, low pollution? You will 
learn how to cope with all these types of explanatory variable. 

Some studies are observational, in that the data are those observed on some 
appropriate kind of random sample from the population of interest. In such a 
case, the researcher gets whatever values of explanatory variables happen to turn 
up. But in experimental studies, the researcher may be able to assign certain 
explanatory variable values to individuals. In the trial above, asthma researchers 
can control how many patients are given each treatment (although randomisation 
is still needed to specify precisely which patient gets which drug). You will learn 
how such an experiment should be designed and analysed. 

Linear regression extensions of the type mentioned so far provide the content of 
the course up to the  end of  Unit 7. There is a general umbrella term for such 
models: the general linear model. However, the course will not explicitly deal with 
such a grand overarching model, although you should notice many similarities in 

Again, this review is almost 
entirely of material that can be 
found in M248, with just a very 
few new concepts (which will be 
indicated as such). 
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Introduction 

what is done in various contexts as the course proceeds. 

If we can have all sorts of different types of explanatory variables, we can have all 
sorts of different response variables too. For instance, there has not been any 
definition of how alleviation of asthma symptoms might be defined, or over what 
kind of timescale. Perhaps some continuous clinical measurement of ease of 
breathing might be measured; perhaps it might even be modelled by a normal 
distribution. But perhaps the researchers simply count the number of asthma 
episodes over, say, a month. Or perhaps the patient simply says yes, I feel better, 
or no, I don’t. How do we cope with different types of response like these? 

For general forms of response, it will prove useful to introduce a general 
framework within which to operate. This is the generalised linear model. We  shall  
work within this framework from Unit 8 onwards. Apologies, on behalf of the 
statistical community, for the confusing similarity in names! 

For all the terms like ‘general’ and ‘generalised’, you may still be concerned about 
the apparently limiting nature of the word ‘linear’. But, in fact, ‘linear modelling’ 
is much wider, and more generally useful, than it seems at first glance. In the 
simple linear regression model, the mean of the response variable is modelled by a 
function of the form α + βx, where  x represents the explanatory variable and α 
and β are parameters of the model. This is of course the equation of a straight 
line in x. However, the word ‘linear’ actually refers to such a function being linear 
in the parameters and not (necessarily) in the explanatory variable(s). That is, a 
linear function in this context should be a sum of terms each of which are of the 
form a parameter times a function of x (including terms which are just a 
parameter times a constant). So, α + βx2 is also a linear model while 
α + βx/(γ + x) is not because of the way γ enters the model. 

Exercise 1.1 Identifying linear functions 

Which of the following are linear functions in the parameters α, β and γ, and  
which are not? (x, x1 and x2 are explanatory variables.) 

(a) α + β log x + γx1/4 

(b) α/x + β + γx 

(c) α + exp(βx) 

(d) α + βx1 + γx2 

As well as allowing functions of the explanatory variables, and several of them at 
that, in the linear part of the model, the generalised linear model actually allows 
the mean of the response variable to be modelled by some function of a linear 
function. The point is that by the time linear functions, in all their generality, are Don’t worry if this means little 
used via some further general function, the models that can be handled include to you now; it will mean much 

more by the end of the course. many that don’t appear to have anything to do with straight-line fitting at all! Of 
course, there is also a major place in statistical methodology for non-linear 
models, but a good knowledge of how to apply linear modelling ideas will stand 
you in good stead in a surprisingly wide variety of applications. 

A brief outline of the course content will be given in Section 1.10. Before that, let 
us first look at one particular dataset and, with the assistance of simple graphical 
and numerical techniques that you should already be familiar with, explore the 
data with a view to understanding the kinds of problems that this course aims to 
equip you to solve. 
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1.1 Exploring an interesting dataset


The subject of this section is a study of bone marrow transplantation in 
leukaemia patients. The researchers looked at data from 37 patients who received 
a ‘non-depleted allogeneic bone marrow transplant’ as treatment for their 
leukaemia. Many such patients unfortunately develop a condition called ‘acute 
graft-versus-host disease’, or GvHD for short. The main aim of this study was to 
understand what characteristics of a bone marrow graft recipient and his/her 
donor were most closely linked with the development or otherwise of GvHD, and 
hence to be able to predict for any new patient whether he or she was at high or 
low risk of developing GvHD after bone marrow transplantation (and, if at high 
risk, to do something about it). 

The researchers studied the records of 20 transplant patients who did not develop 
GvHD and 17 who did, in their search for explanatory characteristics. The 
variables on which measurements were reported are: 
(a) the recipient’s age (in years) [recage, for short]; 
(b) the recipient’s sex (coded 0 for male, 1 for female) [recsex]; 
(c)	 the age of the donor of the transplanted material (years) [donage]; 
(d) whether the donor was male (coded 0) or female, and if female whether the 

donor had ever been pregnant (2) or not (1) [donmfp]; 
(e)	 the type of leukaemia that the patient had (coded 1 for ‘acute myeloid 

leukaemia’, 2 for ‘acute lymphocytic leukaemia’ and 3 for ‘chronic myeloid 
leukaemia’) [type]; 

(f)	 the ratio of two clinical measurements, the mean counts per minute in ‘mixed 
epidermal cell lymphocyte reactions’ and the mean counts per minute in 
‘mixed lymphocyte reactions’, a dimensionless quantity which will simply be 
referred to as the ‘index’ [indx]; 

(g)	 whether or not the recipient developed GvHD (coded 0 for ‘no’, 1 for ‘yes’) 
[gvhd]. 

The data are given in Table 1.1. Also shown is a useful ‘patient number’, which is 
not a potential explanatory factor for predicting GvHD. 

You are not expected to 
understand all the medical 
terms used in association with 
these data, nor indeed all the 
non-statistical technical terms 
associated with any of the 
examples in this course. An 
understanding on the level of 
‘a certain kind of transplant 
patient and whether or not they 
develop an undesirable 
complication’ will suffice. Of 
course, if you were the 
statistician involved in the 
original research project, the 
more you understood on the 
medical side, the better. 
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Section 1.1 Exploring an interesting dataset 

Table 1.1 GvHD after bone marrow transplantation Dataset name: gvhd. 
Source: Bagot, M., Mary, J.Y., 

Patient Recipient Recipient Donor Donor Type Index GvHD Heslan, M., Keuntz, M., 

age sex age M/F/Preg Cordonnier, C., Vernant, J.P., 
Dubertret, L. and Levy, J.P. 

1 27 0 23 1 2 0.27 0 (1988) ‘The mixed epidermal 

2 13 0 18 1 2 0.31 0 cell lymphocyte-reaction is the 

3 
4 

19 
21 

0 
0 

19 
22 

1 
1 

1 
2 

0.39 
0.48 

0 
0 

most predictive factor of acute 
graft-versus-host disease in bone 
marrow graft recipients’, British 

5 28 0 38 0 2 0.49 0 Journal of Haematology, 70, 
6 22 1 20 1 2 0.50 0 403–9. 

7 19 0 19 1 2 0.81 0 
8 20 0 23 1 2 0.82 0 
9 33 1 36 0 1 0.86 0 

10 18 1 19 0 1 0.92 0 
11 17 0 20 0 2 1.10 0 
12 31 1 21 0 3 1.52 0 
13 23 1 38 0 2 1.88 0 
14 17 0 15 1 2 2.01 0 
15 26 1 16 1 2 2.40 0 
16 28 0 25 0 1 2.45 0 
17 24 0 21 2 1 2.60 0 
18 18 1 20 0 2 2.64 0 
19 24 1 25 2 1 3.78 0 
20 20 1 24 0 3 4.72 0 
21 23 0 35 2 1 1.10 1 
22 21 0 35 2 2 1.16 1 
23 21 1 23 0 3 1.45 1 
24 33 0 43 0 3 1.50 1 
25 29 0 24 2 3 1.85 1 
26 42 0 35 2 2 2.30 1 
27 27 1 31 0 3 2.34 1 
28 43 1 29 2 2 2.44 1 
29 22 1 20 0 1 3.70 1 
30 35 0 39 2 1 3.73 1 
31 16 0 14 1 1 4.13 1 
32 39 0 35 2 2 4.52 1 
33 28 0 25 2 3 4.52 1 
34 29 0 32 0 3 4.71 1 
35 23 1 19 1 3 5.07 1 
36 33 0 34 0 3 9.00 1 
37 19 0 20 0 1 10.11 1 

Measurements (a) to (f) are all available prior to a bone marrow transplantation. 
Predictions based on any or all of them could thus be very valuable. They form 
six (potential) explanatory variables. Measurement (g), the binary variable 
GvHD, is the response variable. 

You should already be familiar with the notion of a scatterplot of one continuous 
variable against another. For example, Figure 1.1 (overleaf) shows a scatterplot of 
donor age versus recipient age. The scatterplot shows quite a clear relationship 
between the two: as recipient age increases, so does donor age. This, of course, 
reflects an attempt by the clinicians to match transplant donor and recipient as 
closely as possible in terms of age. 
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Unit 1 Introduction and review of statistical concepts 
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Figure 1.1 Scatterplot of donor age versus recipient age 

However, the relationships of real interest to the researchers here are those 
involving GvHD as the response variable, which we plot on the vertical axis (the 
y-axis), and the explanatory variables, each of which we plot in turn along the 
horizontal axis (the x-axis). In Figure 1.2, this has been done with recipient age 
as the explanatory variable. 
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Figure 1.2 Scatterplot of GvHD versus recipient age 

Straight away, we have found that the scatterplot — which tells us so much when, 
in particular, the response variable is on a continuous scale — is less adequate 
when the response variable is binary. The dominant feature of Figure 1.2 is 
basically that the response variable takes only values 0 and 1! However, we can 
still see something on closer inspection: those patients who do not contract GvHD 
(gvhd = 0) all have ‘lowish’ ages (33 or under in this dataset) while those who do 
contract GvHD (gvhd = 1) spread out more across ages and, in particular, include 
some older recipients. 
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Section 1.1 Exploring an interesting dataset 

Also, in Figure 1.2, no account is taken of coincident datapoints, which are simply 
plotted in the same way as if only appearing singly in the dataset. This problem 
would get worse if the dataset were bigger, in which case it would become hard to 
glean much from such a plot at all. This ‘overplotting’ problem is common to 
many computer packages, although some have ways round it. 

However, within each of the two groups defined by value of GvHD, the collection 
of recipient ages is just like an ordinary single sample. An alternative way of 
presenting these data might therefore be to separate the data into two parts 
corresponding to gvhd = 0  and  gvhd =  1  and then make  boxplots of each group 
separately, drawing the boxplots on the same scale. This is done for GvHD and 
recipient age in Figure 1.3. 

4540353025201510 

= 0  

= 1  

gvhd 

gvhd 

recage 

Figure 1.3 Comparative boxplots of recipient age 

It is clearer from Figure 1.3 than from Figure 1.2 that there might be some 
relationship between GvHD and recipient age. 

Exercise 1.2 Interpreting comparative boxplots 

Figure 1.4 gives pairs of comparative boxplots for the two GvHD groupings 
against (a) donor age and (b) index. Describe what you see. 

(b) indx 

4540353025201510 

= 0  

= 1  

0 2 4 6 8 

= 0  

= 1  

(a) donage 

gvhd 

gvhd 

10  

gvhd 

gvhd 

Figure 1.4 Comparative boxplots of (a) donor age and (b) index 

So, GvHD occurrence seems to have some dependence on each of the explanatory 
variables looked at so far (in fact, GvHD appears more likely for older recipients 
and donors, and for larger index values). 
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Unit 1 Introduction and review of statistical concepts 

What about the other three explanatory variables? None of these, recsex, donmfp 
or type, is measured on anything like a continuous scale. Indeed, recipient sex is 
binary. With both a binary response variable and a binary explanatory variable it 
may not be worth going to the trouble of producing graphical representations 
since the same information can quite readily be obtained from the raw numbers 
themselves. So, when considering the GvHD and recipient sex variables only, the 
information can be laid out in the form of a contingency table, i.e. a table in which 
the counts of patients in each ‘cell’ corresponding to each combination of the 
values of the two variables are given. Table 1.2 is the contingency table for GvHD 
and recipient sex, with the response variable GvHD continuing to be portrayed in 
the vertical direction. This is obtained simply by counting patients in Table 1.1. 

Table 1.2 Numbers of male and 
female recipients developing and 
not developing GvHD 

recsex 
0 1 

1 12 5 
gvhd 

0 11 9 

Since interest is in how GvHD depends on recipient sex, it might also be useful to 
calculate the proportions in each cell, these proportions being calculated with 
respect to the column totals. For example, 12 out of 12 + 11 = 23, i.e. 
12/23 = 0.52 of male recipients (coded 0) suffered from GvHD while 11/23 = 0.48 
of male recipients did not develop GvHD. The complete table of proportions is 
given in Table 1.3. 

Table 1.3 Proportions of male and 
female recipients developing and 
not developing GvHD 

recsex 
0 1 

1 0.52 0.36 
gvhd 

0 0.48 0.64 

While, for male recipients, about half developed GvHD, a slightly smaller 
percentage of females developed it. But the differences do not seem very great, 
particularly given the small sample sizes. Perhaps there is little or no dependence 
of GvHD on recipient sex. (No endeavour is made here to formalise this 
comparison.) 

The other two explanatory variables, type and donmfp, are neither continuous nor 
binary; in fact, they each take three different values only. The fact that donmfp is 
coded 0, 1 or 2 while type is coded 1, 2 or 3 is irrelevant. (You may have seen the 
word ‘categorical’ used for such a variable before.) We can still produce a 
contingency table, only now we have three columns corresponding to the 
explanatory variable rather than two. Here is such a contingency table for the 
variable type. 

Table 1.4 Counts and proportions for GvHD as a function of type 

type type 
1 2 3 1 2 3 

1 5 4 8 1 0.45 0.25 0.80 
gvhd gvhd 

0 6 12  2  0 0.55 0.75 0.20 

12 

Contingency tables are 
discussed in M248, Block D. 

Note that in situations like this 
we will round answers to an 
appropriate number of decimal 
places. 

In Block D of M248, the 
variables in contingency tables 
are treated on an equal footing; 
here, one is a response, the 
other explanatory. 



Section 1.1 Exploring an interesting dataset 

In the type 1 leukaemia group, around a half seem to develop GvHD. Fewer seem 
to develop GvHD in the type 2 leukaemia group, while rather more than half of 
type 3 leukaemia sufferers develop GvHD. Again, we must not read too much into 
these results because of the small sample sizes, but first indications are that type, 
too, could be an important explanatory variable affecting GvHD. 

Exercise 1.3 Interpreting contingenc y tables 

Produce contingency tables in both count and proportion form to investigate 
whether there is any apparent dependence of GvHD on donmfp. Describe what 
you see. 

Our graphical/numerical exploration of these data suggests that several of the 
explanatory variables have some value with respect to predicting GvHD. However, 
scatterplots, boxplots and contingency tables only allow us to look at the 
dependence of the response variable on explanatory variables one at a time, each 
plot or table ignoring the other explanatory variables available. In combination, 
the explanatory variables may be able to tell us much more about the response 
variable. For example, it could be that low recipient age, low donor age and low 
index together, and in conjunction perhaps with one particular type of leukaemia 
and donors who have not been pregnant, is particularly indicative of not 
contracting GvHD. If so, this would be very useful clinical information. And what 
of patients who are, say, young and with a low index value but who have a 
different type of leukaemia and whose donor has been pregnant? How good is the 
prognosis for such people? 

Further questions ensue. Could equally good predictions of the development or 
otherwise of GvHD be made based on a small subset of the explanatory variables? 
For example, given values of the other explanatory variables, is the value of the 
variable donmfp really important to GvHD? Given the relationship between 
recipient age and donor age (Figure 1.1), is it best to include just one of these in a 
model and not the other? Do we in fact gain anything by combining explanatory 
variables at all: might the single best explanatory variable tell us as much about 
GvHD as anything else? Are there complicated ‘interactions’ between explanatory 
variables, e.g. might recipient age, say, have a substantial effect on GvHD if the 
recipient is female but have little or no effect if the recipient is male? Is there 
more than one model which is (roughly) equally plausible given the data? Are the 
predictions from all the plausible models essentially the same, or are there 
important differences depending on which model we choose? 

It is clear that there are many new aspects to regression modelling once several 
explanatory variables are involved. Also, the capability to deal with explanatory 
variables, and indeed response variables, of various different measurement types is 
an important ingredient of this kind of modelling. Providing appropriate 
modelling methodology is the central theme of this course. 

Further analysis of the GvHD dataset is postponed until Unit 8. However, as a 
foretaste of what can be done for such data, here is one of the several reasonable 
models for these data that more sophisticated analysis comes up with. This model 
says that, for a patient with any given values of the three explanatory variables 
donor age (donage), donor sex and, if female, whether the donor was pregnant 
(donmfp) and index (indx), the probability p that this patient develops GvHD is 
modelled as 

eq1


p =

1 +  eq1 

, 

where 
Here, and unless otherwise 

q1 = − 6.72 + 0.1633 donage + 2.271 log(indx) stated, logs are taken to base e. 

+ 1.23 (if donmfp = 1)  +  1.53 (if donmfp = 2). (1.1) 

If this model is a good one (and in Unit 8, we shall see that the donmfp terms are 
probably not necessary), it says that the probability of developing GvHD 
increases, in an apparently rather complicated way, with values of donage, donmfp 
and indx. Notice that neither recipient sex nor recipient age appears in this 
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model; the latter would probably not improve matters because of its association 
with donor age, which does appear in the model. The variable type is not included 
in this model either, although it does appear in other reasonable ones. Notice too 
that logs have been taken of the index explanatory variable. A second model for 
the GvHD data that also seems fairly plausible is the simpler model 

eq2 

p = 
q21 +  e

, 

where 

2 = −1.293 + 1.738 log(indx). (1.2)q

This model is responsible for the title of the source article for these data, which 
claims that the index ‘is the most predictive [single] factor of acute 
graft-versus-host disease in bone marrow graft recipients’. 

The form of these models should help illustrate the comments towards the end of 
the Introduction that linear statistical modelling, of which this is an example, is 
not all that restrictive a kind of modelling! 

There is a range of basic statistical methods and ideas that will be called upon as 
the course progresses. Before you can be equipped to tackle the more advanced 
statistical methodology contained in this course, it will be useful to remind you of 
some of the more basic statistical methods and ideas that form a solid grounding 
on which to build further work. The next section, together with Sections 1.3 
to 1.9 and Unit 3, therefore provide a review of the elements of statistics that will 
be assumed in later units. 

1.2 The nor mal distribution


1.2.1 Basic attributes 
Many measurements, e.g. leaf lengths or heights of adult males or blood plasma 
nicotine levels, can be thought of as being on a continuous scale, i.e. taking real 
numbers as values. (Measurements are actually always taken in discrete form, e.g. 
height to the nearest millimetre, but since height itself can take any, continuous, 
value, it remains very useful to model such measurements on their underlying 
continuous scale.) 

Probability models, being models for the way measurements vary, are a 
fundamental tool of the statistician. They describe various features of the 
distribution of a random variable. Features include measures of location — where  
the measurements tend to congregate — and of spread or scale — how tightly 
they cluster around their central location. The basic descriptor of the distribution 
is the probability density function. ‘Density function’, ‘density’ or ‘p.d.f.’ are often 
used as shorthand for this. 

Although many other models for continuous data exist, one with a very major 
role in statistical practice, and in this course, is the normal distribution. The  
normal distribution is sometimes called the Gaussian distribution. This  has  
probability density function � � �2 

� 
1 x − µ

f(x) = 1 
2

√ exp − , −∞ < x < ∞. 
2πσ σ 
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Section 1.2 The normal distribution 

For a random variable X with this distribution, we write 

X ∼ N (µ, σ2) 

to signify that X is distributed as the normal distribution with two parameters µ 
and σ2 . 

The normal distribution has a characteristic symmetric bell shape, shown in 
Figure 1.5 in the special case of the standard normal distribution — for which 
µ = 0  and  σ2 = 1.  

−3 −2 −1 0 1 2 3 

Figure 1.5 The probability density function of the N (0, 1) distribution 

In the general case, the parameter µ determines the location of the normal µ is also the point about which 
distribution, and is in fact the population mean. The parameter σ2 determines the density is symmetric. 

the spread of the normal distribution, and is the population variance. It is equally √ 
valid to parameterise the spread by the population standard deviation σ = σ2. 
The way  the normal density  varies  with  µ and σ2 is illustrated in Figure 1.6. 

−2 −1 0 1 2 3 4 5 6 

N (0, 0.25) 

N (2, 1) 

N (2, 3) 

Figure 1.6 Some normal probability density functions 

The importance of the standard normal distribution lies in the fact that if 
X ∼ N (µ, σ2), then 

X − µ
Z = ∼ N (0, 1). 

σ 

The inverse relationship is that if Z ∼ N (0, 1), then 

X = σZ + µ ∼ N (µ, σ2). 

15 



Unit 1 Introduction and review of statistical concepts 

1.2.2 Data and the normal distribution 
As we have seen in Section 1.1, plotting data is an important first step in 
analysing data. In this subsection we will see how histograms and normal 
probability plots can be used to assess the normality of data. 

Exercise 1.4 Assessing normality from histograms 

The files hald, forearm and magsus contain the datasets for this exercise. In 
hald are 50 measurements of the breaking strengths (kg) of samples of linen 
thread. In forearm are the lengths of the forearms (inches) of 140 randomly 
selected males. In magsus are 101 measurements of magnetic susceptibility (SI 
units) of small areas in the Roman quarry of Mons Claudianus in the Egyptian 
desert. Table 1.5 shows the first five values in each of these datasets. 

Table 1.5 The first five values in three datasets 

hald 1.40 1.52 1.63 1.69 1.73 · · ·  

forearm 17.3 18.4 20.9 16.8 18.7 · · ·  

magsus 4.76 3.68 5.55 2.95 2.79 · · ·  

Figure 1.7 gives histograms of each of the datasets in (a) hald, (b)  forearm and 
(c) magsus. Which of these would you say has approximately the symmetric bell 
shape characteristic of the normal distribution and which not? 

The sources are as follows. 

Dataset name: hald. 
Source: Hald, A. (1952) 
Statistical Theory with 
Engineering Applications, New  
York, John Wiley. 

Dataset name: forearm.

Source: Pearson, K. and Lee, A.

(1903) ‘On the laws of

inheritance in man:

I. Inheritance of physical 
characters’, Biometrika, 2, 
357–462. 

Dataset name: magsus. 
Source: Williams-Thorpe, O., 
Jones, M.C., Tindle, A.G. and 
Thorpe, R.S. (1996) ‘Magnetic 
susceptibility variations at Mons 
Claudianus and in Roman 
columns: a method of 
provenancing to within a single 
quarry’, Archaeometry, 38, 
15–41. 

(c) 
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Breaking strength (kg) Forearm length (inches) Magnetic susceptibility (SI units) 

forearm magsus 

1.5 2.5 3.5 

Figure 1.7 Histograms of (a) breaking strength of linen threads, (b) male 
forearm lengths and (c) the magnetic susceptibility of areas in the Mons 
Claudianus quarry 

You were reminded of the notion of skewness of a distribution in the solution to 
Exercise 1.4. In fact, a distribution in which there are (relatively) many small 
values and (relatively) few large values is said to be positively skewed ; conversely,  
a distribution in which there are (relatively) many large values and (relatively) 
few small values is said to be negatively skewed. 

In these histograms, and in all 
histograms in this course, 
observations lying exactly on a 
boundary between two groups 
have been allocated to the group 
directly below the boundary. 
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The histograms in Exercise 1.4 indicate that the normal distribution might 
provide a reasonable model for the breaking strength and forearm length datasets. 
The precise form of normal distribution that best fits such data is given by 
replacing the unknown parameter values by estimates of them obtained from the 
data. Let the data be written x1, x2, . . . , xn for a random sample of size n. The  
usual estimates of µ and σ2 are the sample mean 

1 
n

x = xi 
n 

i=1 

and the sample variance 

1 
n

s 2 = (xi − x)2 , 
n − 1 

i=1 

√ 
respectively. The sample standard deviation s = s2 estimates σ. 

Exercise 1.5 Assessing histograms with superimposed normal curves 

Histograms of each of the datasets in (a) hald and (b) forearm are given again in 
Figure 1.8, but this time with fitted normal curves added. Do these fitted curves 
support your conclusions in Exercise 1.4? The normal distribution fitted in 
Figure 1.8(a) has parameter values 2.299 and 0.1689 respectively. What must be 
the sample mean and sample standard deviation of the hald dataset? 

(b) 

hald 

1.0 2.0 3.0 16 17 18 19 20 21 22 

(a) 

forearm 

Breaking strength (kg) Forearm length (inches) 
1.5 2.5 3.5 

Figure 1.8 Histograms with superimposed normal curves 

A distinction that it is 
sometimes useful to make is to 
use capital letters for random 
variables and lower-case letters 
for observed values (data). A 
related distinction is between 
parameter estimators, which  are  
random variables, and estimates, 
which are the observed values of 
estimators. These distinctions 
will be made where important, 
but neither the authors nor you 
need be very fussy about these 
conventions. 

When a specific probability model is proposed for a dataset, one way of visually 
checking its appropriateness is to use a histogram, as above; another  way is to  use  
a probability plot. In a normal probability plot, the data are rearranged into 
ascending order x(1) ≤ x(2) ≤ . . .  ≤ x(n) and plotted against the normal quantiles, 
or normal scores, z1, z2, . . . , zn. Each  zi is given by the equation 

Φ(zi) =  
i − 0.5 

n 
, i  = 1, 2, . . . , n.  

A slightly different definition is 
used in M248. However, the 
differences are unimportant. 

Here, Φ(z) =  P (Z ≤ z), where Z is a standard normal random variable, is the 
distribution function of the standard normal distribution. The definition of the 
distribution function for other distributions is analogous. The distribution 
function is also referred to as the ‘cumulative distribution function’ or ‘c.d.f.’. The 
probability plot consists of plotting the ordered x values against the z values. If 
what you see approximates to a straight line, then the data may plausibly be 
assumed to be modelled by a normal distribution. 
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Exercise 1.6 Interpreting normal probability plots 

Figure 1.9 gives normal probability plots of each of the datasets in (a) hald, 
(b) forearm and (c) magsus. Do these plots support your conclusions from 
Exercises 1.4 and 1.5? 

(c) 
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Figure 1.9 Normal probability plots of (a) breaking strengths of linen threads, 
(b) male forearm lengths and (c) magnetic susceptibility of areas in the Mons 
Claudianus quarry 

Later in the course, you will see examples of half-normal plots being used in place  
of the full normal probability plots above. Half-normal plots are simply full 
normal plots folded over — i.e. plots in which absolute values only are considered, 
negative and positive values being treated as the same. These are intended for use 
only when the distribution’s symmetry about zero is not in question, since 
information on symmetry, or lack of it, is lost. The idea is that other detailed 
aspects of the distribution might show up better. You will first meet examples of 
this in Unit 3. 

1.2.3 Transforming to normality 
The dataset magsus was seen in Subsection 1.2.2 to be too skewed to be 
reasonably modelled by a normal distribution. An alternative distribution is 
needed. One possibility is to try to transform the data x1, x2, . . . , xn in such a 
way that the transformed data w1, w2, . . . , wn can be approximated by a normal 
distribution. Transformation is a popular and useful technique, which works quite 
often, but it is not a panacea. 

There is an enormous number of different possible transformations. If the original 
data are positive and highly positively skewed, then transformations such as 

1/2 
wi = xi or, most popularly of all, wi = log  xi tend to reduce high x values much 
more than low ones, and hence decrease the skewness of the data. 

Exercise 1.7 Assessing transformations to normality 

For the magsus data, many analysts’ first reaction would be to take logs of the 
data. In Figure 1.10, this has been done and appropriate plots of the transformed 
data made. In Figure 1.11 the exercise has been repeated for the square root 
transformation. What do you conclude? 
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Figure 1.10 Magnetic susceptibility after log transformation (a) histogram and (b) normal probability plot 
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(a)	 (b) 

Figure 1.11 Magnetic susceptibility after square root transformation (a) histogram and (b) normal probability plot 

The transformations considered in Exercise 1.7 are part of the following useful 
ladder of powers, which lists possible transformations: 

−2	 −1 1/2 1 2 . . . ,  x  , x  , x  −1/2 , log x, x , x , x , . . . .  

The transformation x1 leaves the value of x as it is, and log x takes the place 
0of x . This is not an arbitrary insertion. There are good reasons for the position 

of log in the ladder, but you need not worry about them. The important property 
to remember (as will be reinforced in Section 3.5) is that, provided x >  1, powers 
below 1 reduce the high values in a dataset relative to the low values, while 
powers above 1 have the opposite effect of stretching out high values relative to 
low ones. The further up or down the ladder from x1, the greater the effect. 
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Unit 1 Introduction and review of statistical concepts 

1.2.4 Some distributional properties 
Some basic properties of means and variances underlie some of the useful results 
that will be taken advantage of later in the course. 

For any distribution whatsoever, and not just the normal nor even just continuous 
distributions, if X is a random variable with mean µ and variance σ2 and if a and 
b are constants, then 

E(aX + b) =  aµ + b and V (aX + b) =  a 2σ2 , 

where E and V stand for (population) expectation and variance, respectively. 
Also, if X1, X2, . . . , Xn are random variables with means µ1, µ2, . . . , µ andn 

1, σ
2variances σ2
2, . . . , σ

2 , then  n

n n

E Xi = µi

i=1 i=1


and, if X1, X2, . . . , Xn are independent, 
n n

Xi = σi 
2 . 

i=1 i=1 

When X and X1, X2, . . . , Xn additionally are normally distributed, the 
end-products of the above are also normally distributed: 

aX + b ∼ N(aµ + b, a 2σ2) (1.3) 

and 
n n n

Xi ∼ N µi, σ2 
i .


i=1 i=1 i=1


The first of these results can be used to prove the relationship between general 
and standard normal distributions. 

1.3 Confidence inter vals


By estimating the values of model parameters, we attempt to infer properties of 
the population from which the data are taken. The estimating of the values of 
parameters and the understanding of the behaviour, especially the variability, of 
estimators collectively form the topic of statistical inference, or  just  inference for 
short. Statistical inference covers point estimation, interval estimation, hypothesis 
testing and more. 

Instead of stating a single number, a point estimate, as our estimate of a 
parameter, it is usually much better to acknowledge the uncertainty in our 
estimate by providing a range of plausible values for the parameter: this is a 
confidence interval. Suppose that a population parameter θ is estimated by the 
mean X = x of data X1 = x1,  . . . ,  Xn = xn. The limits of a confidence interval 
for θ, the  confidence limits, are  (θ−, θ+) and it is declared that this is a 95% 
confidence interval. 

It is important to appreciate the meaning of this statement. There are two ways 
in which 95% confidence intervals may be interpreted: a repeated experiment 
interpretation and a plausible range interpretation. 

Using the repeated experiment interpretation, the confidence statement says that 
in 95% of hypothetical replications of the current situation (provided that the 
model is good), the confidence intervals obtained would include the true value 
of θ. So using this interpretation, the confidence interval is a random interval 

These interpretations of 
confidence intervals were 
covered in M248, Block B. 
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that would have been different if the data had been different. However, any 
particular confidence interval may or may not include θ. See Figure 1.12 for an 
example of this. 
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Figure 1.12 Twenty datasets of size n = 100 were generated from an N(θ, 1) 
distribution with θ = 1. Each dataset yielded a 95% confidence interval for θ as 
shown. On average, all but 0.05 × 20 = 1 of these confidence intervals will include 
θ = 1; in this case, indeed, all but one (sample 19) did. 

The plausible range interpretation implies that if θ were greater than θ+, then the 
probability of observing X less than or equal to x would be less than 0.025; and 
similarly if θ were less than θ−, then the probability of observing X greater than 
or equal to x would be less than 0.025. Thus the confidence interval defines a 
range of values for θ for which the data look plausible. 

1.3.1	 Confidence inter val for the mean of a normal 
distribution and Student’s t-distribution 

If X1, X2, . . . , Xn is a random sample from an N(µ, σ2) distribution, the point 
estimator of µ is 

1 
n

µ = X = Xi, 
n 

i=1 

which has the property of unbiasedness : 

E(�µ) =  µ. 

Also, 

σ2


V (�
µ) =  . 
n 

In fact, 

σ2


X ∼ N µ, .

n 

These results are simple consequences of properties in Subsection 1.2.4. 
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A confidence interval for µ is of the form �	 µ), where s.e.(�µ ± multiple of s.e.(� µ) is  
the standard error of � µ). The µ, which is defined to be the square root of V (�
standard error is a name for a standard deviation when applied to an estimator. 
This standard error is not known because σ2 is not known, but a natural 
estimator, replacing σ2 by s2, is available. The resulting 100(1 − α)% confidence 
interval for µ is 

s 
X ± [t1−α/2(n − 1)] √ . 

n 

The multiplier t1−α/2(n − 1) is the 100(1 − α/2) percentage point (i.e. the 
100(1 − α/2)% point) of Student’s t-distribution, or the  t-distribution for short, Here ‘Student’ refers to the 
with n − 1 degrees of freedom (d.f.). In general, tγ(ν) denotes the 100γ percentage pseudonym that W.S. Gosset 

point or γ quantile of the t-distribution with ν degrees of freedom; that is, if used when he first wrote about 

T ∼ t(ν), then P (T ≤ tγ(ν)) = γ. The  t-distribution is a symmetric continuous this distribution. 

The Greek letter ν isdistribution that looks like the normal distribution only with more weight on

more extreme observations: see Figure 1.13. The distributional result driving the pronounced ‘new’.


formula above is that, under normality,


X − µ√	 ∼ t(n − 1). (1.4)
S/	 n 

−4 −3 −2 −1 0 1 2 3 4 

N (0, 1) 

t

t

(1) 

(5) 

Figure 1.13 Probability density functions of the N (0, 1), t(5) and t(1) 
distributions 

Exercise 1.8 Calculating confidence inter vals for means of normal 
distributions 

(a) Suppose that (i) a 95% confidence interval for the mean linen thread breaking 
strength using the data in hald, and (ii) a 90% confidence interval for the 
mean male forearm length using the data in forearm, are required. In each 
case exactly which tγ(ν) percentage point (quantile) is required for the 
calculation? 

(b)	 For hald, x = 2.299, s2 = 0.1689, and using the appropriate ν and γ, 
tν(γ) = 2.01. Similarly for forearm, x = 18.80, s2 = 1.255 and using the 
appropriate ν and γ, tν(γ) = 1.656. Assuming that normal models are 
appropriate in each case, calculate the confidence intervals specified in 
part (a). 
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1.4 Hypothesis testing


Sometimes, research questions are framed not as ‘What is a plausible range of 
values for such and such a parameter?’ but rather as ‘Are the data consistent 
with this particular value for the parameter?’. A hypothesis test is a test of such a 
hypothesised value for a parameter. 

The hypothesised value, θ0, of the parameter θ defines a null hypothesis, H0, of  
the form H0 : θ = θ0. The opposite of the null hypothesis is the alternative 
hypothesis, H1. This may be of the form H1 : θ �= θ0, a  two-sided alternative 
leading to a two-sided test. On the other hand, if a natural ‘direction’ in which θ 
may differ from θ0 is apparent before the test, then H1 may be one-sided, e.g.  for  
the case where it is known beforehand that θ ≥ θ0 we use H1 : θ > θ0, leading to 
a one-sided test. 

In this course, an approach to hypothesis testing often called significance testing 
will be taken. In this approach, a significance probability is obtained. The 
significance probability is denoted by p; it is because of this notation that it is 
often called simply the p value. The  p value is the probability, assuming the null 
hypothesis is true, that an event as extreme or more extreme than that observed 
would occur. To measure this, we need a test statistic, a function of the data, 
which in the current context would be an estimator of θ. Denote the test statistic 
thought of as a random variable as T and its observed value from the data as t. 
Then the p value would be the probability of obtaining a value as extreme as or 
more extreme than the observed t, in both ‘big’ and ‘small’ directions in the 
two-sided case and in just one direction in the one-sided case, the probabilities 
being evaluated under the null hypothesis. The set of extreme values of T 
containing the observed value t provides a p value ‘in the obtained direction’, and 
the other set of extreme values of T containing a value te that is as extreme as t 
but in the opposite direction contributes a p value ‘in the opposite direction’. The 
two-sided p value is the sum of these, and (unless something very unexpected is 
going on) the one-sided p value is just the p value in the obtained direction. See 
Figure 1.14 for clarification. Often, but not always, there is symmetry in the 
distribution under the null hypothesis resulting in the two-sided p value being 
twice the one-sided p value. 

p p

te tθ0 

value (opposite direction) value (obtained direction) 

In some cases one may wish to 
set up the hypotheses as, for 
example, H0 : θ ≤ θ0, 
H1 : θ > θ0. These are dealt 
with in exactly the same way as 
H0 : θ = θ0, H1 : θ > θ0. 

Figure 1.14 The density function shown is that implied by the null 
hypothesis; te is the point as extreme as t but in the opposite direction 

The p value should be interpreted as follows. The smaller the p value, the less 
likely it is that, under the null hypothesis (i.e. if H0 were true), we would have 
obtained the observed value of the test statistic. So, a small p value is likely to 
mean that H0 is untrue, in which case we should prefer H1. However, we need to 
bear in mind that a small p value could just mean that H0 holds but a rather 
unlikely event has taken place. A small p value is therefore taken, with the 
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proviso that a rather unlikely event may have taken place, to give evidence 
against H0: the smaller the p value, the stronger the evidence. 

There are no hard and fast rules for ‘when is small small’, but a rough guide to 
interpreting significance values is as follows. Significance testing was covered 

in M248, Block C. 
Table 1.6 Rough interpretations of p values 

p value Rough interpretation 

p >  0.10 little evidence against H0 

0.10 ≥ p >  0.05 weak evidence against H0 

0.05 ≥ p >  0.01 moderate evidence against H0 

p ≤ 0.01 strong evidence against H0 

There is a strong link between hypothesis testing and confidence intervals. Let us 
consider the two-sided testing situation for simplicity. If a 100(1 − α)% confidence 
interval for θ excludes θ0, then the p value must be less  than  α: both approaches 
say that θ0 seems unlikely on the basis of the data. Likewise, if a 100(1 − α)% 
confidence interval for θ includes θ0, then the p value must be greater than or 
equal to α. There is the same equivalence for one-sided tests involving one-sided 
confidence intervals. 

1.4.1 The one-sample t-test 
Consider testing H0 : µ = µ0 where the data X1, X2, . . . , Xn can be assumed to 
come from the N(µ, σ2) distribution. An appropriate test statistic is the t-statistic The t-distribution was 

introduced in M248, Block B. 
X − µ0T = √ . 
S/	 n 

p values can be evaluated using the t-distribution with n − 1 degrees of freedom 
since, under the null hypothesis, result (1.4) applies. This is the one-sample t-test. The one-sample t-test was 

introduced in M248, Block C. 

Exercise 1.9 Testing the mean breaking strength of linen thread 
It is required to test the null hypothesis H0 : µ = 2  where  µ is the mean breaking 
strength of the linen thread on which data are provided in hald. Assume 
normality and suppose that no particular alternative to µ = 2 has been suggested. 

(a)	 Calculate the value of the t-statistic, T . Which  t-distribution should T be 
compared to? 

(b)	 It turns out that for this t-test, the p value is p = 4.70 × 10−6 . Interpret this 
result. 

Suppose now that it is suspected that, if anything, the mean breaking strength 
might be larger than 2 kg. 

(c)	 Given this extra information, perform the appropriate t-test and report and 
interpret the results. 

Exercise 1.10 Testing the mean male forearm length 
Assuming that male forearm lengths are normally distributed, complete the 
following. 

(a)	 Calculate the t-statistic, T , for a two-sided test of the null hypothesis that 
mean male forearm length is 18.5. To which t-distribution should T be 
compared to? 

(b)	 Using only the solution to Exercise 1.8(b)(ii), what can you say about the 
p value for the test described in part (a)? 

(c)	 It turns out that for the test described in part (a), the p value is 0.0018. 
Report your conclusions. 

The one-sample t-test is also the appropriate tool to use when wishing to test for 
a zero mean difference in matched pairs data (provided that normality can be 
assumed). For such data, measurements of two quantities whose comparison is of 
interest are both made on the same individual (and both measurements are 

24 



.0

Section 1.4 Hypothesis testing 

repeated on many individuals to produce the data). Examples might involve the 
effects of two different drugs on some human ailment or the growth of two 
different types of plant when one plant of each type is grown in a pot. (This drugs 
example only applies to situations in which the same ailment resurfaces once one 
treatment is discontinued. More permanent cures demand different data and 
statistical approaches; see Subsection 1.4.2.) 

Claiming that the mean values of the two responses are equal is equivalent to 
claiming that the mean difference, µD , between the values is zero. Once 
differences are calculated, the one-sample t-test can be applied to them. 

Exercise 1.11 Comparing age at weaning and age at toilet-training 
The file weantoil contains paired data for 25 subjects. The first five data pairs 
are shown in Table 1.7. 

Table 1.7 Weaning and toilet-training age in various societies 

Society Age at weaning Age at toilet-training 

Alorese 2.3 1.8 
Balinese 2.7 3.0 
Bena 1.8 4.7 
Chagga 2.7 0.8 
Comanche 1.5 1.2 

. . . . . . . . . 

Dataset name: weantoil. 
Source: Whiting, J.M. and 
Child, I.L. (1962) Child Training 
and Personality, New Haven, 
CT, Yale University Press. 

The data concern ages (in years) of weaning and toilet-training in young children. 
In Western society, it is the norm that children are toilet-trained substantially 
later than they are weaned. In ‘primitive’ societies, this may not be the case. The 
subjects in weantoil are in fact 25 different primitive societies. A glance at 
Table 1.7 shows that in only two of the five cases shown does weaning precede 
toilet-training. The question is, on average, does toilet-training occur after 
weaning in primitive societies? To investigate this, the differences between the 
toilet-training and weaning ages were calculated (as toilet-training age minus 
weaning age) and are as follows. 

−0.5 0.3 2.9 −1.9 −0.3 −0.5 −0.5 −0.5 0.5 

−0.6 −0.2 −1.3 0.9 0.5 0.2 −1.8 −0.4 0.2 

0.5 −0.3 −1.4 0.2 −0.5 1.4 −0.8 

A normal probability plot of these differences is given in Figure 1.15. 
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Figure 1.15 Normal probability plot of the differences between 
toilet-training and weaning ages in ‘primitive’ societies 
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(a)	 Make a rough assessment of the appropriateness of a normality assumption 
for the distribution of these differences. 

(b)	 Assuming normality, test the null hypothesis that µD = 0, i.e. that the mean 
difference is zero, against the alternative that µD > 0, i.e. that the 
toilet-training ages are greater than the weaning ages. Why is such a 
one-sided test appropriate? 

1.4.2 The two-sample t-test 
Suppose that we have two independent random samples X1,1, X1,2, . . . , X1,n1 and 
X2,1, X2,2, . . . , X2,n2 , of sizes n1 and n2, respectively, from two distinct 
populations with means µ1 and µ2, and suppose that we wish to test the null 
hypothesis H0 : µ1 = µ2. The difference from the matched pairs situation is that 
each individual provides a data value for only one of the two circumstances under 
comparison (e.g. each person receives only one of two possible treatments). The 
two-sample t-test is the analogue of the one-sample t-test if it is assumed that, 
independently, 

X1,i ∼ N(µ1, σ
2), i  = 1, 2, . . . , n1, 

X2,j ∼ N(µ2, σ
2), j  = 1, 2, . . . , n2. 

Note the assumption of equal variances for the two groups, which should be at 
least approximately true in practice. 

The two-sample test statistic is 

X1 − X2
T = � ,	 (1.5) 

1Sp	 n
1 
1 

+ n2 

where 

(n1 − 1)S2 
1 + (n2 − 1)S2 

2S2 = 
n1 + n2 − 2 

,p 

and where Xi and S2 are the sample mean and variance of group i, i = 1,  2.  The  i 
reference distribution for calculation of the p value is the t-distribution with 
n1 + n2 − 2 degrees of freedom. 

Exercise 1.12 Comparing airborne bacteria levels 

The data in Table 1.8 concern the effects of carpeting in hospital rooms. The 
study, carried out in a hospital in Montana, USA, compared airborne bacteria 
levels in each of eight carpeted rooms with those in eight uncarpeted rooms. Note 
that each room appears only once in either carpeted or uncarpeted state, so this 
is not a matched pairs situation. Take the normality of each group as read. 

Table 1.8 Levels of airborne bacteria (number of colonies per ft3 of air) Dataset carpet. 
Source: Walter, W.G. and 

Carpeted 11.8 8.2 7.1 13.0 10.8 10.1 14.6 14.0 Stobie, A. (1968) ‘Microbial air 

Uncarpeted 12.1 8.3 3.8 7.2 12.0 11.1 10.1 13.7 sampling in a carpeted hospital’, 
Journal of Environmental 
Health, 30, 405. 

(a)	 Calculate the sample means. Which mean is bigger? 

(b)	 Calculate the sample variances. Are the variances roughly equal? Is it valid 
to perform a two-sample t-test? (A rule of thumb that has been suggested is 
that the t-test is applicable if the larger sample variance is no more than 
about three times the smaller.) 

(c)	 Whatever your answer to part (b), perform a two-sided t-test. In addition to 
reporting your conclusions, you should give the value of the test statistic and 
state the distribution to which this test statistic is compared. However, you 
may assume that the relevant p value is p = 0.355. 
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Exercise 1.13 Comparing change in plasma measurements 

For 12 patients suffering chronic renal failure, measurements were taken before 
and after they underwent haemodialysis. The measurements involved a ratio of 
heparin and protein plasma levels, which will be referred to here simply as plasma 
measurements. For another 12 patients, also with chronic renal failure and 
undergoing haemodialysis, the same before and after measurements were made. 
The two groups of patients are distinguished by having either low (Group 1) or 
normal (Group 2) plasma heparin cofactor II (HCII) levels. Interest lies in 
whether the plasma measurements increase with haemodialysis by a different 
amount in low and normal HCII groups. 

All the data are reproduced in Table 1.9. 

Table 1.9 Ratios of heparin and protein plasma levels 

Group 1 (low HCII) Group 2 (normal HCII) 

Patient Before After Patient Before After 

1 1.41 1.47 13 2.11 2.15 
2 1.37 1.45 14 1.85 2.11 
3 1.33 1.50 15 1.82 1.93 
4 1.13 1.25 16 1.75 1.83 
5 1.09 1.01 17 1.54 1.90 
6 1.03 1.14 18 1.52 1.56 
7 0.89 0.98 19 1.49 1.44 
8 0.86 0.89 20 1.44 1.43 
9 0.75 0.95 

10 0.75 0.83 
11 0.70 0.75 
12 0.69 0.71 

21 1.38 1.28 
22 1.30 1.30 
23 1.20 1.21 
24 1.19 1.30 

Within each group, there are paired data that yield differences. Is the mean 
difference in Group 1 different from the mean difference in Group 2? To 
investigate this, proceed through parts (a) and (b) below. 

(a)	 Obtain after − before differences for each group. A comparative pair of 
boxplots for the two sets of differences is given in Figure 1.16. 

− 
−0.1 0 0.1 0.3 

After before differences 
0.2 

Group 1 

Group 2 

Figure 1.16 Comparative boxplot of differences in plasma level ratios 

Does normality for each set of differences seem a tenable assumption? Are 
the variances roughly equal? 

(b)	 Assuming that the necessary assumptions are tenable, calculate the test 
statistic for a two-sample t-test. How many degrees of freedom does the 
corresponding t-distribution have? Assuming that the p value is p = 0.88, 
report your conclusion. 

Dataset name: hcii. 
Source: Toulon, P., Jacquot, C., 
Capron, L., Frydman, M. O., 
Vignon, D. and Aiach, M. 
(1987) ‘Antithrombin III and 
heparin cofactor II in patients 
with chronic renal failure 
undergoing regular 
haemodialysis’, Thrombosis and 
Haemostasis, 57, 263–8. 
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1.5 Chi-squared and F-distributions


1.5.1 The χ2-distribution 
Continue with the assumption that a random sample X1, X2, . . . , Xn comes from 
the N(µ, σ2) distribution. The sample variance 

1 
n

S2 = (Xi − X)2


n − 1

i=1 

has the properties that 

E(S2) =  σ2 , 

so that S2 is an unbiased estimator of σ2, and  

2σ4


V (S2) =  
(n − 1) 

.


Moreover, the distribution of the random variable �2
(n − 1)S2 

= 
n � 

Xi − X 
σ2 σ 

i=1 

is given by the chi-squared distribution, i.e. the χ2-distribution, with ν = n − 1 
degrees of freedom. This is written 

(n − 1)S2 

∼ χ2(n − 1). 
σ2 

χ2 random variables are continuous, taking positive values only. Their 
distributions are positively skewed: the smaller the d.f., the more skewed the 
distribution; see Figure 1.17. Its genesis is as the distribution of a sum of squares 
of independent standard normal variables. That is, if Z1, Z2, . . . , Zν are 
independent N(0, 1) random variables, then W = Z1

2 + Z2
2 + · · · + Z2 ∼ χ2(ν).ν 

The mean and variance of W are E(W ) =  ν and V (W ) =  2ν, respectively.	 Recall that the (population) 
mean of a distribution is the 

f (x) 

x0 5 10 15 

χ2

χ2

χ2

same as the (population) 
expectation. 

(1) 

(3) 

(8) 

Figure 1.17 χ2(1), χ2(3) and χ2(8) densities 

The χ2-distribution will crop up regularly in this course, usually as a reference 
distribution for a hypothesis test. Here, let us note its role in providing confidence 
intervals for the variance σ2 of a normal distribution N(µ, σ2). If cL = cα/2(n − 1) 
and cU = c1−α/2(n − 1) are the appropriate percentage points (quantiles) of the 
χ2(n − 1) distribution, then a 100(1 − α)% confidence interval for σ2 is given by 

(n − 1)S2 (n − 1)S2 

, .

cU cL
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Section 1.5 Chi-squared and F-distributions 

Exercise 1.14 Calculating a confidence inter val for a variance 

Suppose a 95% confidence interval for the variance of the distribution of linen 
thread breaking strengths using hald is required. 

(a)	 Which percentage points (quantiles) of a χ2-distribution do the required 
values cL and cU correspond to? How many degrees of freedom does this 
χ2-distribution have? 

(b)	 Assuming that cL = 31.55 and cU = 70.22, calculate the required confidence 
interval. 

1.5.2 The F -distribution 
A further distribution will also occur regularly in this course in hypothesis testing 
situations. This, the F distribution, is defined as the distribution of the ratio of 
two independent χ2 random variables each divided by their degrees of freedom: 
i.e. if the random variable F is defined by 

Xν1/ν1
F = ,

Xν2/ν2 

where independently Xνi 
∼ χ2(νi), i = 1, 2, then we say that F has the 

F -distribution with ν1 and ν2 degrees of freedom, written 

F ∼ F (ν1, ν2). 

An example of an F random variable is the ratio 

S2 
1/σ2 

1 

2/σ2 ,	 (1.6)
S2 

2 

where S2 and S2	
1)2 are sample variances from independent samples from N (µ1, σ
2 

1 

and N (µ2, σ
2 
2) distributions, since (ni − 1)Si 

2/σ2 follows the χ2-distribution with i 
ni − 1 degrees of freedom, i = 1, 2. This ratio has the F -distribution with n1 − 1 
and n2 − 1 degrees of freedom. 

Notice that this distribution is indexed by two degrees of freedom parameters, and 
the order in which they are written is important. It, too, is a skewed distribution 
for continuous random variables taking positive values. Provided that ν2 > 2, 
E(F ) =  ν1/(ν2 − 2), which is approximately 1 when ν1 = ν2 (except for small 
ν1, ν2). 

The F -distribution can be used for hypothesis tests and confidence intervals 
concerning the ratio of two normal variances, as in Exercise 1.15. The convention 
used in this course is that a two-sided F p  value is twice the p value in the 
obtained direction. The latter is P (F >  s2

2), where the sample variances are 1/s2 

labelled so that their ratio is greater than one. 

Exercise 1.15 Testing equality of variances 

Suppose that it was decided to test the hypothesis that the variances are equal for 
the two groups of differences in the hcii data (assuming normality). 

(a)	 What is the value of the test statistic? Exactly which distribution is it 
compared to? Hint: Use the ratio (1.6) above. 

(b)	 It turns out that in the obtained direction, p = 0.0344. Interpret this result. 
How would it have affected your answer to Exercise 1.13(a) had you had this 
result then? 
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1.6 Bernoulli, binomial and Poisson distributions


In this section, you are reminded of some basic distributions for discrete data. 
These will also play an important role in this course. 

1.6.1 The Bernoulli distribution 
A binary random variable is one that takes values 0 or 1 only. The zeros and ones 
are usually codes for no or yes, failed or succeeded, heads or tails, lived or died, 
etc. The values 0 and 1 could also be a recoding of 1 and 2 or any other pair of 
numbers. It is immaterial which is called zero and which is called one, although 0 
is often associated with ‘failure’ and 1 with ‘success’. 

There is only one possible distribution for a binary random variable and this is 
the Bernoul li distribution with parameter p, written Bernoulli(p): 

P (X = 1) =  p, P (X = 0) =  1  − p, 0 ≤ p ≤ 1. 

Exercise 1.16 Studying the feeding preferences of bees 

Table 1.10 gives the results of an experiment to see whether bees have an affinity 
for flowers whose petals have lines. Before the experiment, a number of bees were 
trained to feed off sugar syrup located on a glass table under which were a 
number of irregularly shaped flowers. After the bees had become accustomed to 
this, the original flowers were replaced by 16 new flowers, 8 with lines (which in 
nature might be serving as ‘nectar guides’) and 8 without. The data are coded 1 
for each bee feeding off a lined flower, 0 for each feeding off a plain flower. A total 
of 107 bees fed off the test table. 

Table 1.10 For each bee, 0/1 denotes feeding off plain/lined flower 

1 1  1 0 0  1 1  0 1 0  0 1  1 1 0  1 0  1 1 0  1 1  0  

1 1  0 0 1  1 0  0 1 1  1 1  1 0 0  1 1  0 1 0  1 0  1  

1 0  1 0 0  0 0  0 0 1  0 1  1 1 1  0 1  1 0 1  1 1  1  

0 0  1 1 1  1 0  0 1 0  1 1  1 1 1  0 1  1 1 1  1 1  1  

0 1  0 0 1  1 1  1 0 0  0 0  1 1 1  

The natural estimator of p is the proportion of ones that occur in the dataset. 
What is your estimate of the probability that a randomly chosen bee feeds off a 
lined flower? 

1.6.2 The binomial distribution 
If the outcomes of Bernoul li trials (like those for bees above) are independent of 
one another and the value of p is the same for all trials, then the random variable 
X that denotes the number of ones, usually called the number of successes, 
follows a binomial distribution. This has a known parameter n, the  number  of  
trials, and an unknown parameter p, the success probability. We write 
X ∼ B(n, p), where X can take values 0, 1, . . . , n. 

The probability mass function of the B(n, p) distribution is 

p(x) =  P (X = x) =  
n

p x(1 − p)n−x , x  = 0, 1, . . . , n,  
x 

where 

n n! 
= 

x x! (n − x)! 
. 
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Source: Free, J.B. (1970) ‘Effect 
of flower shapes and nectar 
guides on the behavior of 
foraging honeybees’, Behavior, 
37, 269–85. 
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Section 1.6 Bernoulli, binomial and Poisson distributions 

The mean and variance of this distribution are 

E(X) =  np and V (X) =  np(1 − p). 
1If p = 2 , the binomial distribution is symmetric; otherwise it is not. 

The Bernoulli(p) distribution for a single Bernoulli trial is the same as the B(1, p) 
distribution. 

Example 1.1 Matching Bernoulli and binomial data 

Given that it may be reasonable to assume that the bees in Table 1.10 act 
independently, the more usual way of presenting these data would simply be to say 
that, of the 107 bees in the experiment, 66 fed off the lined flowers. That is, the 
data yield a single observation x = 66 from a binomial distribution with n = 107 
and unknown p. 

It is also common to obtain a random sample X1, X2, . . . , Xk say, where each Xi 

is taken independently from the B(n, p) distribution, but we shall not consider 
this here. Later in the course we shall be concerned with situations where each Xi 

comes independently from a different binomial distribution, with parameters ni 

(known) and pi (unknown). 

For a single realisation X from the B(n, p) distribution, the natural estimator of p 
is p� = X/n. 

Exercise 1.17 Properties of p�
What are formulae for the mean and variance of p�? 

An exact 100(1 − α)% confidence interval for p is obtained by solving (by 
computer) the pair of equations 

P (X ≤ x) =  1	
22α, P (X ≥ x) =  1α.	 (1.7) 

Exercise 1.18 Interpreting confidence intervals for p 

(a)	 The exact 95% confidence interval for the proportion of bees preferring lined 
flowers is (0.518, 0.709). Interpret this interval. 

(b)	 If the bees were choosing flowers at random, p would be 0.5. Does this 
confidence interval give any evidence that the bees are not selecting at 
random in this case? 

1.6.3 The Poisson distribution 
While by no means the only distribution for discrete data with a fixed upper limit 
(given by n), the binomial distribution is nonetheless an extremely common 
model for such situations and a first port of call for modellers in many such cases. 
Likewise, for count data, in which the data are discrete but can take any 
non-negative integer value without upper limit, the ‘default’ modelling 
distribution is the Poisson distribution. The Poisson distribution has parameter 
λ >  0 and probability mass function 

λx −λe
p(x) =  P (X = x) =  , x  = 0, 1, . . .  .  

x! 
If X ∼ Poisson(λ), then E(X) =  V (X) =  λ. 

The usual estimator for λ from a random sample X1, X2, . . . , Xn is the sample 
mean: 

1 
n

λ = Xi. 
n 

i=1 
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Exercise 1.19 Assessing Poisson data 

For each of the 365 days in 1971, Table 1.11 gives the observed frequency 
distribution of deaths in one Montreal hospital, and Figure 1.18 is a bar chart 
giving the data in graphical form. (Notice that it is much more convenient to give 
the data as an observed frequency table than as a string of 365 individual 
numbers.) 

Table 1.11 Deaths per day in a Montreal hospital 

Number of deaths Number of days on which this 
many deaths were observed 

0 220 
1 113 
2  23  
3 8 
4 1 

>4 0 

Total 365 
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Figure 1.18 The number of deaths per day in a Montreal hospital 

The simplest  type of model  for  X1, X2, . . . , X365 , the numbers of deaths on days 
1, 2, . . . , 365, treats them as being realisations of independent random variables. If 
we also assume that these 365 days are typical of other days, at least in the same 
hospital at around the same time, then we can treat the data as a random sample 
of count data. So we might reasonably consider modelling the data with a Poisson 
distribution. 

(a) Calculate the sample mean. This is your estimate of λ. 

(b)	 Figure 1.19 is a plot of the Poisson distribution corresponding to λ = X. 
From a comparison of this plot with the bar chart in Figure 1.18, does the 
fitted Poisson distribution seem to be a good model for these data? 

Dataset name: hospdth. 
Source: Zweig, J.P. and Csank, 
J.Z. (1978) ‘The application of a 
Poisson model to the annual 
distribution of daily mortality at 
six Montreal hospitals’, Journal 
of Epidemiology and Community 
Health, 32, 206–11. 

Note that the assumptions here 
may not be valid, as there could 
be structure to the data that is 
not evident from the frequency 
distribution. For example, 
perhaps the deaths occur in 
clusters, for instance in the 
coldest part of the winter. We 
would need the full string of 
365 numbers in order to look 
into this further. 
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Figure 1.19 Plot of the Poisson distribution with λ = X 

(c)	 A further (partial) check of the Poisson model is to calculate the sample 
variance. Recalling that, under the Poisson model, the mean and variance are 
the same, what does the sample variance tell you about the Poisson model for 
the data? 

Exact confidence intervals for the Poisson parameter can also be obtained, by 
computer, via Equations (1.7). 

Exercise 1.20 Interpreting a confidence inter val for a Poisson mean 
Assuming a Poisson model, the exact 90% confidence interval for the mean 
number of deaths per day in this Montreal hospital is (0.452, 0.578). Does this 
interval suggest that the mean and variance are the same for these data? 

If p is small, then, as n becomes large, the B(n, p) distribution approaches the 
Poisson(λ) distribution with λ = np. This Poisson approximation to the binomial 
distribution is good, roughly speaking, when p ≤ 0.05 even for quite small n. This  
link also makes clear the Poisson distribution’s role as a model for rare events : a  
rare event is an event that is itself rather unlikely to happen (small p) but has a 
lot of opportunities (large n) to occur. One can think of the deaths in hospital 
example in this way: there are quite a lot of people in the hospital on any one 
day, but each person individually has a rather small probability (we hope!) of 
dying that day. 

1.7 Maximum likelihood estimation


In this course, as is the case for much of statistical science, the fundamental tool 
for statistical inference will be the likelihood function. 

Suppose for a moment that we have a random sample X1, X2, . . . , Xn of 
independent discrete data, where each Xi is assumed to arise from the same 
discrete probability distribution with probability mass function p(x; θ) depending 
on an unknown parameter θ. For each given value θ0 of θ, the probability of the 
observed data x1, x2, . . . , xn under the model p(x; θ0) is given  by  the  likelihood 

L(θ0) =  p(x1; θ0)p(x2; θ0) . . . p(xn; θ0). 

33 



� 

� 

Unit 1 Introduction and review of statistical concepts 

L is the likelihood function (for the discrete case), a function of θ treating the 
data as given. If θ0 is an inappropriate parameter value, then the probability of 
the observed data under the probability model p(x; θ0) — i.e. the value of the 
likelihood function — will be small; conversely, if θ0 is close to a value for θ under 
which the data do indeed appear to have been generated, then the value of the 
likelihood function will be (relatively) large. In this way, the likelihood is a 
measure of how reasonable a model for the data is for each candidate value of θ. 

The continuous analogue of the above involves the model density function f(x; θ). 
For each given value θ0 of θ, the likelihood is then 

L(θ0) =  f(x1; θ0)f(x2; θ0) . . . f(xn; θ0). 

If we now employ f to denote both the continuous density and discrete mass 
functions, we can talk of 

L(θ) =  f(x1; θ)f(x2; θ) . . . f(xn; θ) 

as defining the likelihood function for either case. 

The best point estimate of θ from the likelihood perspective is therefore the value 
of θ that maximises the likelihood. This gives the maximum likelihood estimator, 
denoted θ�. 
It is very often useful to transform L by taking logs, so that the log-likelihood 
function is given by 

n

l(θ) = log  L(θ) =  log f(xi; θ).

i=1


The value of θ that maximises the log-likelihood function l(θ) is  the  same  as  the  
value that maximises the likelihood function L(θ), and so is also given by θ�. 
Taking logs does not change the point of maximisation, but it usually makes 
calculations simpler. 

It turns out that, with one exception, each of the point estimators that has been 
mentioned in this unit is also a maximum likelihood estimator, or MLE for short. 
This goes for X as estimator of µ in the N(µ, σ2) model; for the sample 
proportion X/n as estimator of p in the B(n, p) model;  and  for  X as estimator of 
λ in the Poisson(λ) model. The only estimator that we have used that is not the 
maximum likelihood estimator is S2 as estimator of σ2 in the N(µ, σ2) model.  

Exercise 1.21 Comparing estimators of variance 

The MLE of σ2 is 

1 
n

σ2� = (Xi − X)2 . 
n 

i=1 

How does any difference between �σ2 and s2 depend on n? Calculate the value of Hint: Compare the formula for � σ2σ2 for the hald and forearm datasets, using the values of s2 given in Exercise 1.8. � with that for s 2 . 

Is there much difference between the values of �σ2 and s2 for these datasets? 

Maximum likelihood estimators have desirable theoretical properties. First, they 
are generally asymptotically unbiased. That  is,  

The symbol → is read as ‘tends E(θ�) → θ as n → ∞. 
to’. 

What is more, the MLE is often exactly unbiased (i.e. E(θ�) =  θ); this is true, for 
example, for estimating the means of normal, binomial and Poisson distributions. 
The quantity E(θ�) − θ is the bias. 
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Exercise 1.22 Assessing bias 

The MLE of σ2 in the N (µ, σ2) model is not exactly unbiased. What is the Hint: Use the relationship 
σ2

σ2? How  does  the 	 between s 2 and � in 
Solution 1.21. 

immediate justification for this statement? What is the bias of �
bias behave for large n? 

Maximum likelihood estimators are also generally consistent, meaning that, under 
certain conditions, as well as being asymptotically unbiased, they satisfy 

V (θ�) → 0 as  n → ∞. 

Typically, as n gets large, V (θ�) is proportional to 1/n. 

Yet other desirable asymptotic properties, which translate to desirable 
approximate properties for realistic n, follow, provided that certain 
not-too-restrictive conditions are met. For example, V (θ�) is (under certain 
conditions) smaller than the variance of any alternative estimator. Moreover, very 
often MLEs are actually approximately normally distributed. Also, conditions 
such as all Xis being assumed to arise from the same probability distribution can 
be relaxed. (You are not expected to know how to derive any of these theoretical 
properties of MLEs, or to understand them in any depth.) 

What all of this translates to is that use of maximum likelihood facilitates 
statistical inference: likelihood-based inference affords point estimators with good 
properties and affords the ability to assess the variability of estimators. This 
theme will recur, perhaps not always explicitly, in later units of the course. 

1.8 The central limit theorem


If X1, X2, . . . , Xn are n independent and identically distributed random 
observations from any population with mean µ and variance σ2, then for  large  n 
the distribution of their mean X is approximately normal with mean µ and 
variance σ2/n, i.e. 

X ≈ N (µ, σ2/n). 

This is the famous central limit theorem, or  CLT.  

The central limit theorem drives many useful approximations in statistics and is 
largely responsible for the ubiquity of the normal distribution in statistical 
modelling. This is because it can often be conceived that observations are 
themselves averages of a variety of unobserved contributing effects. It is the CLT 
that figures prominently in the limiting distributional results for maximum 
likelihood estimators just mentioned. 

For example, for large n, the binomial distribution can be approximated by a 
normal distribution. In fact, the B(n, p) distribution can be approximated by an 
N (np, np(1 − p)) distribution, a normal distribution with the same mean and 
variance as the binomial distribution itself. This is so because the binomial 
distribution can be thought of as the distribution of a sum of n Bernoulli random 
variables, each with mean p and variance p(1 − p), and so we can apply the sum 
version of the CLT: 

T = nX ≈ N (nµ, nσ2). 

Likewise, conceptualising the Poisson(λ) distribution as a sum of n Poisson(λ/n) 
distributions leads to an N (λ, λ) approximation to Poisson(λ). To obtain more 
accurate approximations to probabilities, there are ‘continuity corrections’ which 
will not be discussed here. 

More properties are mentioned 
here than in M248. 
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A particular use of such approximations is to yield approximate confidence 
intervals for binomial and Poisson parameters. These were particularly important 
historically before computer power readily provided exact confidence intervals for 
these distributions. For instance, for large n an approximate 100(1 − α)% 
confidence interval for the binomial parameter p is 

p�(1 − p�)

p�± z1−α/2 ,	 (1.8) 

n 

where p� is the maximum likelihood estimator of p and where z1−α/2 is the upper 
α percentage point of the standard normal distribution itself and not of Student’s 
t-distribution. In particular, this means that for a 90% confidence interval 
z0.95 = 1.645 would be used. Similarly, z0.975 = 1.960 and z0.995 = 2.576 for 95% 
and 99% confidence intervals, respectively. Notice how the unknown variance of p�
has been estimated in a natural way as p�(1 − p�)/n. 

Exercise 1.23 Calculating approximate confidence intervals 

(a)	 What is the approximate distribution, for large n, of the sample mean �λ = X 
of a random sample from the Poisson distribution? Hence, derive, in 
analogous manner to (1.8), an approximate formula for a 100(1 − α)% 
confidence interval for the mean λ of the Poisson distribution. 

(b)	 Obtain such an approximate 90% confidence interval for the mean number of 
deaths per day in the Montreal hospital using hospdth. 

What value does the appropriate standard normal percentage point take? 
How does this approximate confidence interval compare with the exact one 
given in Exercise 1.20? 

What remains extremely useful nowadays is that the CLT continues to give an 
approximate confidence interval for the mean µ of a population even when no 
standard distributional assumption can be made. Such an approximate 
100(1 − α)% confidence interval is 

s 
x ± z1−α/2 √ , 

n 

where x is  the sample mean,  s is the sample standard deviation and z1−α/2 is the 
upper α percentage point of the standard normal distribution. 

Exercise 1.24 Calculating confidence inter vals when the distribution is 
unknown 

Table 1.12 shows the first few values in the dataset smith. Like  hald, these data 
are the results of strength testing, this time of 1.5 cm glass fibres. Unlike hald, a  
normal distribution does not fit well, and the quest for an alternative suitable 
distribution leads us beyond the knowledge assumed here. 

Table 1.12 Strength of glass fibres	 Dataset name: smith. 
Source: Smith, R.L. and Naylor, 

0.55 0.74 0.77 0.81 0.84 . . .	 J.C. (1987) ‘A comparison of 
maximum likelihood and 
Bayesian estimators for the However, approximate confidence intervals for the mean glass fibre breaking three-parameter Weibull


strength can be found. The sample size, sample mean and sample variance are 63, distribution’, Applied Statistics,

1.507 and 0.1051, respectively. Hence, find an approximate 95% confidence 36, 358–69.

interval for the population mean.


In fact, since z0.975 = 1.96 
 2, an approximate 95% confidence interval based on 
the CLT is given by 

s 
x ± 2 √ . 

n 

This result will be used, usually implicitly, time and time again in this course. 
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1.9 Categorical and quantitative variables


You should be familiar with the distinction between continuous and discrete 
random variables. We shall use this distinction when dealing with the response 
variables in our linear and generalised linear models. However, when considering 
the explanatory variables in those models, a second distinction will be more 
important. That distinction is between quantitative and categorical variables. Quantitative variables may also 

be referred to as numeric 
Quantitative variables assign meaningful numerical values to observations. Thus, variables. 
height in metres, weight in kilograms, the number of children in a household, and 
the dosage of a hypertension treatment in milligrams are all quantitative 
variables. Notice that quantitative variables can be either continuous or discrete. 

Categorical variables, on the other hand, assign observations to categories. The 
type explanatory variable in the gvhd dataset was one of these. In this case, 
patients had one of ‘acute myeloid leukaemia’, ‘acute lymphocytic leukaemia’, or 
‘chronic myeloid leukaemia’. The type variable is categorical because all we know 
about it is that there are different types of leukaemia. Categorical data may well 
be coded numerically, e.g. type was assigned values 1, 2 and 3, but the choices of 
numbers are arbitrary and are not a meaningful numerical measurement. 

Indeed, ‘categorical’ itself divides up into two further classes, nominal and 
ordinal. In the ordinal case, the categories have an ordered relationship one with 
another, going from ‘least something’ to ‘most something’ (or vice versa); nominal 
variable categories lack any obvious order. 

The variable type provides an example of nominal categorical data. Other 
examples might be different drugs being compared in a clinical trial (e.g. different 
painkillers being assessed for their effectiveness at alleviating headaches), or 
different types of grape being compared in a wine tasting experiment, or a range 
of different hair colours (e.g. grey, black, brown, red, blonde). (In fact, binary 
variables can be thought of as special cases of nominal categorical data, but in 
this section we concentrate on situations with three or more categories.) 

If, in the leukaemia study, type had instead been a measure of severity of one 
particular kind of leukaemia, e.g. ‘mild’, ‘moderate’, ‘severe’, then it would have 
had an ordinal form. If, in the clinical trial example, the three treatments were 
actually all the same painkiller but at ‘low dose’, ‘medium dose’ and ‘high dose’, 
this too would be an example of an ordinal variable. Other examples might be 
class of honours degree (‘first’, ‘upper second’, ‘lower second’, etc.) or quality of 
leisure pursuits (assessed subjectively as ‘good’, ‘bad’ or ‘intermediate’). Ordinal 
categorical variables are usually assigned convenient numerical values too, and 
these values will respect the ordering (e.g. bad = 1, intermediate = 2, good = 3), 
but the precise values attached remain rather arbitrary. Remember, however, that 
if known numerical values can be assigned to the variables — e.g. if, in the clinical 
trial example, the painkiller treatments had known numerical doses — then the 
variables would be quantitative. 

Exercise 1.25 Types of variable 

Which of the following variables are nominal, which are ordinal, and which are 
quantitative? 

(a)	 Tonsil size in schoolchildren measured as ‘normal’, ‘large’ and ‘very large’. 

(b)	 A numerical measurement of tonsil size in, say, millimetres. 

(c)	 In answer to a question on the desirability of divorce compared with staying 
together in situations of marital difficulty: ‘much better to divorce’, ‘better to 
divorce’, ‘don’t know’, ‘worse to divorce’, ‘much worse to divorce’. 

(d)	 The religion of a respondent to a survey: ‘Buddhist’, ‘Christian’, ‘Hindu’, 
‘Jewish’, ‘Muslim’, ‘other’, ‘none’. 

(e)	 The number of flies caught in one day on a piece of fly paper. 
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(f)	 Snoring frequency measured as ‘non-snorers’, ‘occasional snorers’, ‘snore 
nearly every night’, ‘snore every night’. 

(g)	 In an investigation of salaries of graduates: time since completion of 
bachelor’s degree. 

(h)	 In an ophthalmological experiment, colour of eyes: ‘brown’, ‘blue’, ‘grey’, 
‘green’. 

(i)	 The variable donmfp in the example in Section 1.1, in which a male donor 
was coded ‘0’, a female donor who had never been pregnant was coded ‘1’, 
and a female donor who had been pregnant was coded ‘2’. 

1.10 A brief outline of the course


To finish off this unit, this section gives a very brief outline of the course. Its aim 
is to help you keep track of the many ways in which the basic linear regression 
model is extended in the units to come; you might find it useful to refer back to 
this section if ever you find yourself immersed in the details and losing track of 
the wider scheme of things. 

As you have seen, Unit 1 largely comprises review material reminding you of 
various statistical ideas and methods that will be assumed in the rest of the 
course, and is quite general in this regard. The key ideas include the normal, 
Poisson and binomial distributions, the central limit theorem, maximum 
likelihood estimation, confidence intervals, hypothesis testing, t, χ2- and  
F -distributions, and some methods for examining the assumptions of models. 

Unit 2 introduces the GenStat statistical software, which forms a driving force for 
the majority of the course. No prior knowledge of how to use your copy of 
GenStat is assumed. As part of the introduction to GenStat in this unit, GenStat 
is applied to the topics of Unit 1. GenStat is used for providing appropriate 
graphical output, both for initial data examination and later for model checking 
(i.e. assessing the adequacy and appropriateness of any model that is proposed), 
and also for implementing the statistical methods and providing results. 

Like Unit 1 , Unit 3 also comprises review material but it concentrates on the 
basic ideas of linear regression. The main situation in Unit 3 is of a normally 
distributed response variable and a single quantitative explanatory variable. 
Unit 3 also briefly mentions the related topic of correlation. 

Units 4 to 12 all concern extensions to simple linear regression, all continuing to 
deal with a single response variable. Units 4 to 7 retain the normality assumption 
for this response variable; Units 8 to 12 relax this assumption. Figure 1.20 
indicates where various combinations of types of response and explanatory 
variables are studied in detail. 
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One More

Might the response variable be modelled
using a normal distribution?

Yes

Are there one or more
explanatory variables?

Is the response
variable a count?

Is the explanatory
variable

quantitative?

Are any of the
explanatory

variables
categorical?

Are the
explanatory
variables all
categorical?

Is the response
variable binary?

Yes No

Yes NoYes NoYes NoYes No

No

Unit 4Unit 3 Unit 6 Unit 5 Unit 11 Unit 9 Unit 8 Unit 9

Figure 1.20 Links between units in the rest of the course

Three of the later units are not mentioned in Figure 1.20, namely Units 7, 10
and 12.

The distinction between observational studies and designed experiments was made
briefly in the Introduction (and will be reinforced in Unit 4). The analysis of
designed experiments is considered, in the context of a normally distributed
response variable, in Units 4 and 6 and also — with emphasis on the design as
well as the analysis — in Unit 7.

The question of model checking is addressed throughout the course. However,
some of the more advanced ‘diagnostic’ techniques are considered more fully, in a
quite general context, in Unit 10.

Finally, Unit 12 discusses the analysis of some substantial datasets and the many
questions asked of them, drawing on many of the methods and approaches that
have appeared earlier in the course.

Even though M346 will allow you to approach a very wide variety of modelling
situations, there will remain yet more tools, under the generalised linear modelling
framework, that are beyond the scope of this course. The very brief section, on
moving beyond this course, at the end of Unit 12 indicates what some of these are.
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Summar y


Linear statistical models are models which are linear in their parameters. They 
include linear functions of the parameters which are non-linear functions of 
explanatory variables and functions where the mean of the response depends on a 
linear function of the parameters. 

As a prelude to the study of linear statistical models, some basic statistical 
methods were reviewed in this unit. Several probability distributions were revised: 
the normal distribution along with the t-, χ2- and  F -distributions for continuous 
data and the Bernoulli, binomial and Poisson distributions for discrete data. The 
use of probability plotting for checking normality and transformations to make 
data ‘more normal’ were described. Aspects of statistical inference were also 
discussed: confidence intervals to give a plausible range for an estimate; 
hypothesis testing, in particular using p values to test whether the data are 
consistent with a particular value for a parameter; and maximum likelihood 
estimation as a way of getting estimates with good properties. 

Lear ning outcomes


You have been working to refresh and develop the following skills.


� Recognise models which are linear in their parameters.


� Appreciate the major role of the normal distribution in statistics, and its

basic properties. 

�	 Use histograms and probability plots to assess the normality of a set of data. 

�	 Use transformations to make data ‘more normal’. 

�	 Construct confidence intervals. In particular, confidence intervals for the 
mean of a normal distribution and for the mean of a general distribution 
(using the CLT). 

�	 Interpret results from a hypothesis test, in particular a p value. 

�	 Understand the properties of the following distributions: the Bernoulli, 
binomial and Poisson distributions for discrete data, and the t-, χ2- and  
F -distributions for continuous data. 

�	 Use the central limit theorem (CLT) to write down the limiting distribution 
of a sample mean whatever the original distribution. 

�	 Explain the principle behind the maximum likelihood estimator (MLE) and 
have awareness of some of the properties of MLEs. 

�	 Distinguish between quantitative and categorical variables and, for 
categorical variables, between nominal and ordinal variables. 
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Solutions to exercises


Solution 1.1 

Functions (a), (b) and (d) are linear in the parameters; only function (c) is 
non-linear, and this is because of the way β enters the model. 

Solution 1.2 

(a)	 As for recipient age, a lower donor age may be advantageous with respect to 
GvHD. However, there remains a considerable degree of overlap, and indeed 
there is at least one quite high donor age associated with zero GvHD (in the 
recipient). 

This conclusion should not be too surprising given the relationship between

recipient and donor ages observed in Figure 1.1.


(b)	 In the case of index, smaller values appear to be associated with zero GvHD, 
although again there is overlap between the two boxplots. 

Solution 1.3 

Contingency tables for the dependence of GvHD on donmfp are given in count 
form to the left and proportion form to the right. 

donmfp	 donmfp 
0 1 2 	 0 1 2 

1 0.44 0.18 0.801 7 2 8  
gvhdgvhd 

0 0.56 0.82 0.200 9 9 2  

Of the patients with male donors, a little less than half developed GvHD. Few of 
the patients with female donors who had not been pregnant contracted GvHD, 
while many of those with female donors who had been pregnant did so. Again, 
without reading too much into the results, it seems that donmfp could be an 
important explanatory variable affecting GvHD. (The fact that the pattern of 
dependence on donmfp is so similar to that on type is an intriguing coincidence!) 

Solution 1.4 

The histograms in (a) and, perhaps to a lesser extent, (b) appear to have, 
approximately, a bell shape. The histogram in (c) does not: it is much too 
asymmetric or skewed. 

Solution 1.5 

The superimposed normal curves point up any discrepancies there may be, but in 
these cases any discrepancies seem slight at most. Given the vagaries of random 
variation, most statisticians would be happy to use the normal distribution as a 
good model for both these datasets. 

Since the fitted curve in (a) is the density of the N (2.299, 0.1689) distribution, √ 
x must be 2.299 and s = 0.1689 = 0.411. 

Solution 1.6 

The normal probability plots in (a), (b) and (c) do nothing to change the view 
that (a) and (b) are acceptably normal — the points on the plots approximately 
follow straight lines — and that (c) is not. The skewness in the magnetic 
susceptibility data shows up in the probability plot as a distinct curvature in the 
plot of the points. 
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Solution 1.7 

The histogram of the logged magnetic susceptibility data, with fitted normal 
curve, given in Figure 1.10(a), could well be read as indicating a certain amount 
of negative skewness, which would mean that perhaps the transformation — 
which started with positively skewed data — has ‘overdone it’ a bit. 

The normal probability plot of the logged magsus data, Figure 1.10(b), is perhaps 
less indicative of skewness. Any curvature in this plot is only slight. 

The histogram of the square-root transformed data, with fitted normal curve, 
given in Figure 1.11(a), could be interpreted as being more symmetric, and hence 
‘more normal’, than the log-transformed data. The corresponding normal 
probability plot, Figure 1.11(b), is pretty straight. 

A feature of both of the probability plots based on the magsus data is the single 
low and two high magnetic susceptibility values, which may be somewhat 
anomalous relative to the rest of the values; in Unit 3, the term ‘outliers’ is 
(re)introduced for such values. 

Whatever particular transformation of magnetic susceptibility data best achieves 
normality — and, for example, a cube root looks good too — it is interesting to 
note that the geologists who work with magnetic susceptibility take logs as their 
standard transformation. 

Solution 1.8 

(a) (i) For a 95% confidence interval of the mean thread breaking strength, 
γ = 0.975 and ν = 49  since  α = 0.05 and n = 50. 

(ii) For a 90% confidence interval of the mean male forearm length, 
γ = 0.95 and ν = 139. 

(b) (i) For the breaking strength data, the 95% confidence interval is � 
2.299 ± 2.01 0.1689/50, which yields (2.18, 2.42). 

(ii) For the forearm data, the 90% confidence interval is � 
18.80 ± 1.656 1.255/140, i.e. (18.64, 18.96). 

Solution 1.9 

(a)	 The t-statistic has value (2.299 − 2)/ 0.1689/50 = 5.144. It should be 
compared with the t-distribution on n − 1 = 49 degrees of freedom. 

(b)	 A p value of 4.70 × 10−6 is an extremely small value. Thus, going by 
Table 1.6, there is very strong evidence in the data that the mean breaking 
strength is not 2. 

(c)	 A one-sided test is required, since the alternative hypothesis is now 
H1 : µ > 2. The required p value for the t-test is one-half of the two-sided 
p value. So we can say p = 2.35 × 10−6, and the evidence is even stronger 
against the null hypothesis, and in favour of the alternative hypothesis that 
µ > 2. 

Solution 1.10 

(a)	 The t-statistic is (18.80 − 18.5)/ 1.255/140 = 3.169. It should be compared 
to the t-distribution with 139 degrees of freedom. 

(b)	 The 90% confidence interval for the mean male forearm length does not 
contain the hypothesised value 18.5. The p value must therefore be less 
than 0.1. There is certainly a little evidence that the mean length is not 18.5, 
but without knowing more about the p value we cannot be precise  about how  
much evidence there is. 

(c)	 The p value is 0.0018. There is therefore strong evidence against the null 
hypothesis. In other words there is strong evidence that the mean male 
forearm length is not 18.5. (In fact, it appears to be longer than 18.5.) 
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Solution 1.11 

(a)	 At least as a first approximation, normality does not seem entirely 
unreasonable for these differences, given that there is not an enormous 
number of them, although various aspects of the plot are not entirely 
supportive of the distributional assumption. 

(b)	 For the differences, x = −0.156 and s2 = 1.028, so the t-statistic based on the 
differences is (−0.156 − 0)/ 1.028/25 = −0.7693. This is to be compared

with the t-distribution with 24 d.f. However, something unexpected is going

on! The mean of these differences — as reflected in the t-statistic — is

negative, whereas our alternative hypothesis is for a positive mean. Thus the

p value is p > 0.5. It is very clear that there is no evidence whatsoever that

the toilet-training age is on average greater than the weaning age in

‘primitive’ societies.


The one-sided test is appropriate because of the prior knowledge about

Western societies.


In fact, as the observed mean difference is contrary to the alternative

hypothesis, it is probably best to report this occurrence along with the

two-sided p value. (And in this case the two-sided p-value is 0.45.) So there is

no evidence that in ‘primitive’ societies the mean ages of weaning and

toilet-training are different.


(Note that the details would have been slightly different had we calculated

the differences as weaning age minus toilet-training age rather than vice

versa, but the same conclusion would have been reached.)


Solution 1.12 

(a)	 The sample means are: 

carpeted: 11.20; uncarpeted: 9.79. 

The airborne bacteria level in carpeted rooms seems to be higher than in

uncarpeted rooms.


(b)	 The sample variances are: 

carpeted: 7.17; uncarpeted: 10.30. 

These variances are quite similar: the larger is about 1.4 times the smaller. A

two-sample t-test seems a defensible way to proceed.


7(7.17) + 7(10.30)
S2(c) p = 

14

1


= 
2
(7.17 + 10.30) 

= 8.735. 

From Equation (1.5), the test statistic takes the value 

√ 1 1
(11.20 − 9.79)/ 8.735 + = 0.9542,

8	 8 

and is compared with the t-distribution with 8 + 8 − 2 = 14  d.f.  As  the 

(two-sided) p value is 0.355, there is no evidence that there is any difference

in mean bacteria levels between the carpeted and uncarpeted rooms.


Solution 1.13 

(a)	 Given that the sample sizes are only 12 in each group, it seems not 
unreasonable to assume normality. Certainly, the differences in the first 
group follow normality well; those in the second are more dubiously normal. 
The sample variances are 0.0053 and 0.0167, respectively: the variance in 
Group 2 is about three times that in Group 1! The equal variance 
assumption is, therefore, in some doubt, although it is not entirely 
unreasonable to proceed with the t-test. 
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(b)	 The mean differences are 0.0775 and 0.0708 for Groups 1 and 2, respectively. 

11(0.0053) + 11(0.0167)
S2 = p 22


1

= 

2
(0.0053 + 0.0167) 

= 0.0110. 

The test statistic is 

√ 1 1
(0.0775 − 0.0708)/ 0.0110 + = 0.1565,

12 12 

and under the null hypothesis has a corresponding t-distribution with 
12 + 12 − 2 =  22  d.f.  The  p value is large so, provided the t-test is reliable, 
there is no evidence of any difference between the mean differences in 
Groups 1 and 2. 

Solution 1.14 

(a)	 cL corresponds to the 2.5% percentage point (0.025 quantile) and cU 

corresponds to the 97.5% percentage point (0.975 quantile). The relevant 
χ2-distribution has 50 − 1 = 49 degrees of freedom. 

(b)	 The confidence limits are 49 × 0.1689/70.22 = 0.1179 and 
49 × 0.1689/31.55 = 0.2623. Therefore the 95% confidence interval for σ2 is 
(0.1179, 0.2623). Notice that this interval, unlike t intervals, is not symmetric 
about the point estimate 0.1689. 

Solution 1.15 

(a)	 Under the hypothesis of equal variances, σ2 
1/σ2 = 1. An appropriate test 2 

2 
1/S2statistic is therefore F = S2

2 . From Solution 1.13, s1 = 0.0167 and 
2s2 = 0.0053 (using the convention that gives a ratio > 1). So F = 3.151. This 

is compared to an F -distribution with 11 and 11 degrees of freedom. 

(b)	 The p value (obtained direction) is 0.0344, so the p value for the two-sided 
test is 0.0688. There is some indication that the variances may not be equal, 
but the evidence is marginal at most. This is a similar conclusion to that 
arrived at in Solution 1.13(a), suggesting that the rule of thumb used there 
gave an appropriate message in this case. 

Solution 1.16 

There are 107 bees in total, of which 66 fed off lined flowers and 41 off plain ones 
(these are the counts of ones and zeros, respectively, in Table 1.10). So the 
estimate of p is 66/107 = 0.617. 

Solution 1.17 
X 1 1 

E(p�) =  E = E(X) =  np = p 
n n n 

(so p� is an unbiased estimator of p). 

X 1 1 
V (p�) =  V = V (X) =  

n2 
np(1 − p) =  

p(1 − p) 
. 

n n2	 n 

Solution 1.18 

(a)	 The 95% confidence interval defines a plausible range for the proportion of 
bees preferring lined flowers. If the proportion were less than 0.518, the 
probability of getting an an estimate at least as high as 0.617 would be 0.025. 
Similarly if the proportion were more than 0.709, the probability of getting 
an estimate as least as low as 0.617 would also be 0.025. 

(b)	 The proportion p = 0.5 is not in the 95% confidence interval; in fact, p = 0.5 
lies below it. So there is moderate evidence that p �= 0.5; certainly the p value 
is less than 0.05. There are indications that more than 50% of bees choose to 
feed off lined flowers. 
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Solution 1.19 
0 × 220 + 1 × 113 + 2 × 23 + 3 × 8 + 4  × 1

(a) x = 
365


= 0.5123.


(b)	 The bar chart in Figure 1.18 and the plot in Figure 1.19 look very alike, 
supporting the notion that the Poisson distribution provides a good model 
for these data. 

(0 − 0.5123)2 × 220 + (1 − 0.5123)2 × 113 + · · · + (4  − 0.5123)2 × 12 =

364


= 0.5417.


(c) s 

This is close to x = 0.5123, and so provides further evidence that a Poisson 
model is appropriate. 

Solution 1.20 

The estimate of the variance, s2 = 0.5417, is well within the 90% confidence 
interval for the mean. This suggests the mean and variance are the same for these 
data. 

Solution 1.21 

Use the relationship 

n − 1 
σ2� = s 2 , 

n 

which results from the fact that �2 divides the sum of the squares about the mean σ
by n, while the divisor in s2 is n − 1. 

For hald, 

s 2 = 0.1689, so �σ2 = (49/50) × 0.1689 = 0.1655; 

for forearm, 

s 2 = 1.255, so �σ2 = (139/140) × 1.255 = 1.246. 

There is clearly little difference between the values of s2 and �σ2, with  s2 being 
slightly the larger. 

σClearly, s2 and �2 get closer together as n gets larger. For most practical 
purposes, unless n is very small, the difference between s2 and �σ2 is unimportant. 

Solution 1.22 
n − 1 

σ2 σS2 is an unbiased estimator of σ2, and  � = S2; so  �2 is not unbiased. In 
n 

fact, 

n − 1 n − 1 
E(� S2σ2) =  E

n − 1
= E(S2) =  σ2 , 

n n n 

so the bias is 
σ2


E(�
σ2) − σ2 = 
n − 1 − 1 σ2 = − . 

n	 n 

For large n, this bias will be small because its denominator is large. And, as 
expected from the general theory of MLEs, the bias tends to 0 as n → ∞, 
implying asymptotic unbiasedness. 

Solution 1.23 

(a)	 Since the mean and variance of the Poisson distribution are both λ, by  the  
central limit theorem, � λ) can be estimated as �λ ≈ N (λ, λ/n). So V (� λ/n, and 

it follows that an approximate 100(1 − α)% confidence interval for λ is


λ 
λ ± z1−α/2 . 

n 
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(b)	 When α = 0.1, the standard normal percentage point used is z0.95 = 1.645. 
The confidence interval corresponds to 0.5123 ± 1.645 0.5123/365, i.e. 

(0.451, 0.574). 

The approximate confidence interval here is very similar to the exact one 
given in Exercise 1.20. 

Solution 1.24 

An approximate 95% confidence interval for the mean is 1.507 ± 1.96 0.1051/63 
which gives 

(1.427, 1.587). 

Solution 1.25 

(a)	 Ordinal. The categorical sizes are ordered from smallest to largest. 

(b) Quantitative (continuous). 

(c)	 Ordinal. (The only difficulty here might be the position of ‘don’t know’, 
which may not mean the same as ‘indifferent’.) 

(d)	 Nominal. There is no ordering of the religions. 

(e)	 Quantitative (discrete). 

(f)	 Ordinal. 

(g)	 Quantitative (assuming the time is measured fairly accurately and not in 
large chunks, e.g. in five-year intervals, in which case the data may be 
considered ordinal categorical). 

(h)	 Nominal. 

(i)	 Nominal. 
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